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1 Introduction

As computing systems become more advanced, more is being expected out of them. Two of these expectations

are (1) to be able to adapt to more failures and (2) to have more integration with humans. Rising expectations

for adaptive computing systems include the ability to automatically correct themselves in a fluid and dynamic

environment (autonomic systems [10]). Multiagent concepts [3] are well-suited for developing adaptive systems.

Russell and Norvig [20] define agents as able to perceive and act autonomously such that their actions are based on

their own experiences rather than predefined knowledge. Multiagent systems exploit this behaviour to self-correct;

if one agent should fail, another agent can take over.

One approach in multiagent research is to leverage organizational concepts such as agents, roles, and goals found

in organizational models such as Organization Model for Adaptive Computational Systems (OMACS) [5], Organi-

zations per Agents (OperA) [6], Organizational Model for Normative Institutions (OMNI) [7], and HarmonIA [34] to

produce organization-based multiagent system. By leveraging these organizational models, a general approach to

adaptivity can be achieved through task allocations. Task allocations can be handled in a general manner because

these models capture the necessary information to reallocate a task should an agent fail. Various research teams

have applied organizational concepts in robotics, particularly multirobot systems [2, 8, 9, 16, 26, 28, 31].

Another aspect that increases the complexity of computing systems is the inclusion of humans as part of the

system. Traditionally, humans have been considered as users of a computing system; humans are not typically

considered as a factor during a system’s decision making process. As computing systems continue to grow, the

environments in which these systems operate sometimes involve humans. By including humans as a factor in these

systems’ decision making process, such systems are able to increase their reliability; tasks that can no longer be

completed by the system due to failures can be given to humans to complete. Interface requirements to allow such

interactions is beyond the scope of this report.

One way of including humans as part of the system is to capture an abstract representation of humans in the

system. Fortunately, organization-based models are well-suited to facilitate integration of humans because these

models already provide a basic framework for representing humans; humans can be considered as agents. One of

the open questions is the type of information about the humans that we should capture as agents. Our research

focus is to capture performance information about humans to facilitate better task allocation. This leads us to the

question of the types of performance information that are relevant to task allocation. In the book by Wickens et

al. [37], they explain a large number of factors that are relevant to designing systems for human interaction. For

instance, they explain the various factors that affect a human’s ability to drive at night. The following are some of

the factors that impact a human’s ability to drive at night: the eyesight of the driver, the fatigue level of the driver,
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the reaction time of the driver, the color of objects, the luminosity of objects, the current weather conditions, the

ambient lighting, and the speed of the car. These factors are not exclusive to any particular task and they can be

classified into three categories: human factors, task-specific factors, and environmental factors. In general, there

are an enormous number of factors. When designing computing systems that include humans as part of the system,

there is a significant increase to the amount of information to be handled and sometimes the complexity of these

systems can spiral out of control. However, by leveraging model-driven engineering (MDE), we can develop adaptive

mechanisms (commonly referred to as models@run.time [23]) that can manage the complexity of dealing with the

enormous number of factors. One way to capture these factors is through Performance Moderator Functions

(PMFs) [24], particularly human performance moderator functions (HPMFs).

Our previous work [39] was our first attempt at capturing PMFs. However, there are limitations to our initial

attempt that are addressed in this report. The limitations are described in the next section (§ 1.1).

1.1 Limitations of Previous Work

This report expands on our earlier work [39] by addressing several limitations of the previous model (shown

in Figure 1), which extends the OMACS [5] model. Attributes are description of agent properties. The needs

relation specifies the attribute requirements for roles. The has function captures the attributes of agents and their

associated values. The affects function defines the change to an agent’s attribute when performing the role. The

requires function specifies how good an agent’s capability must be to perform the role.

affects

Role Agent

Attribute
 (+|-) quantity |

(+|-) quality |

 unbounded 

hasneeds

Capability

requires possesses

Goal achieves capable

score

amount score

amount

value

constraint

Figure 1. Previous Model

The first limitation addressed in this report is that the previous model does not provide a way to capture

information about how performing the same role with different goals or goal parameters affects the attributes of

agents. In our previous work, the design models (goal and role model) had to be modified to capture workload

information for reviewing different types of papers. For example, the review paper goal was decomposed into

three alternative goals: full paper, short paper, and poster paper. Additionally, the reviewer role was decomposed

into three associated roles: full reviewer, short reviewer, and poster reviewer. The additional goals and roles are

required because reviewing different types of paper increased the workload of the agent by different amounts (i.e. a
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full paper increases the workload of the agent by 40%, a short paper increases the workload by 20%, and a poster

paper increases the workload by 10%).

(a) Goal Model (b) Role Model

Figure 2. Previous CMS Models

The second limitation addressed in this report is the inflexibility of the affects function, which is defined as

affects : Role × Attribute → amount. The affects function allows designers to specify changes that occur to an

agent’s attributes after performing a role. However, the affects function (1) does not take into account different

goals or goal parameters that can be achieved by the same role (e.g. first limitation), (2) does not take into

account different agents performing the same role (i.e. all agents are affected the same), and (3) does not have

a built-in mechanism to change the amount at runtime. In the previous model, the three roles (full reviewer,

short reviewer, and poster reviewer) increase the workload attribute of agents differently (40%, 20%, and 10%

respectively). However, this change affects all agents the same, and cannot be changed at runtime except through

an external mechanism.

The third limitation addressed in this report is that in our previous experiments a single attribute, workload,

was used. Because of the single attribute, reorganization algorithms only had to select the agent with the lowest

workload. However, with multiple attributes, a mechanism for evaluating multiple attributes in determining the

most appropriate agent is required.

1.2 Overview

The rest of this paper is organized as follows: § 2 highlights the foundational work on which this work is based;

§ 3 describes about the Chazm Model (CzM); § 4 details the experimental setup in which we collect our data and

explains the results of our experiments; § 5 provides an analysis of the time complexities of the algorithms; § 6

discusses research that are similar to the work in this report; § 7 highlights some of the limitations of CzM and

ongoing work in addressing those limitations; and we conclude in § 8 by highlighting the contributions of CzM.

Details about our previous work can be obtained from our earlier technical report [39].

3



2 Background

This section highlights three key background areas required to understand this report. § 2.1 highlights the

organizational model that captures the ability of agents to carry out roles and facilitate reorganization. § 2.2

highlights the goal model that represents the goal of a system and captures the progress towards that goal. And

finally, § 2.3 highlights the mathematical concepts that describe the performance and capabilities with regard to

humans.

2.1 Organization Model for Adaptive Computational Systems (OMACS)

The Organization Model for Adaptive Computational Systems (OMACS) [5] is a model that captures the knowl-

edge required to allow a team of autonomous agents to adapt to failures or changing goals. As shown in Figure 3,

an OMACS organization consists of goals, roles, agents, and capabilities. Goals are high-level descriptions of what

the system is supposed to accomplish [19]. Roles are high-level specifications on how to achieve specific goals.

Agents are autonomous entities that can perceive and act within their environment [19]. Capabilities represent the

notion of an agent’s ability to perceive and act on its environment.

Figure 3. Organization Model

These entities are related to one another via a set of functions: achieves, requires, possesses, capable, and

potential. The achieves function defines the effectiveness [0.0 . . 1.0] of a role in achieving a goal, where 0.0 means

that the role is unable to achieve the goal. The requires function defines the capabilities that a role needs in order

for agents to carry out the role’s behavior. The possesses function defines the effectiveness [0.0 . . 1.0] of an agent’s

capabilities, where 0.0 means that the capability of the agent is broken or non-existent. The capable function

specifies how well [0.0 . . 1.0] an agent can perform a role. In order to provide a score for the capable function,

the rcf function is used. The rcf function computes the score by using the requires and possesses functions. The

rcf function ensures that a given agent possesses the required capabilities of a given role and that the agent’s

capabilities are at a certain competency level. The potential function defines how well [0.0 . . 1.0] an agent can

perform a role to achieve a goal, which is derived from the achieves and capable functions.
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OMACS-based systems use the potential function to autonomously make assignments1. An assignment is a tuple

consisting of a single goal, a single role, and a single agent. As the capabilities of agents change throughout the

course of a system’s execution, these changes are reflected by the possesses function, which then is also reflected

by the capable function, and finally by the potential function. Should an agent reach a point where it is no longer

capable of performing a role, the capable function would return a score of 0.0. This would, in turn, cause the

potential function to return a score of 0.0, triggering the reorganization mechanism to replace the failed agent. In

this manner, an OMACS-based system adapts to failures.

2.2 Goal Model for Dynamic Systems (GMoDS)

The set of goals captured by OMACS simply represents the current set of goals that the organization is actively

pursuing. A sophisticated model is required to represent a more complex set of requirements such as optional

goals, alternative goals, goal sequencing, and situational goals.

The Goal Model for Dynamic Systems (GMoDS) [15] captures a system’s requirements as a single goal tree. The

top-level or overall goal is decomposed into subgoals that follows the classic AND/OR goal decomposition [33]. If

all subgoals must be achieved to achieve the parent goal, then the parent goal is an AND-goal. Conversely, a goal

is an OR-goal if that goal is achieved when any of its subgoals are achieved. At the lowest level of the goal tree

are the leaf goals, which are goals that are used by OMACS-based systems for making assignments.

In addition, GMoDS provides two extensions to the classic AND/OR goal tree: (1) a sequential ordering for

achieving goals through the precedes relation, and (2) a triggers relation for specifying events that cause the

creation of new goals or removal of existing goals. If goal A precedes goal B, then goal A must be completed first

before goal B can be attempted. If goal A triggers goal B with event E, then while in the pursuit of goal A, goal

B is created every time event E occurs.

GMoDS provides the needed ability to track progression in achieving a system’s overall goal (the goal tree),

the ability to dynamically adapt to variations in system parameters (the triggers relations), and the ability to

systematically make incremental progress towards achieving the system’s overall goal (the precedes relation).

2.3 Performance Moderator Function (PMF)

Human factors sciences is the study and understanding on the capabilities of humans. Human factors engineering

is the application of the knowledge about human capabilities to design better systems. Wickens et al. [37] provide

a number of design principles and methodologies on how using these knowledge can lead to better systems.

1Making assignments is synonymous with task allocation.
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Performance Moderator Functions (PMFs) [24, 25] indicate the impact of internal and external factors on

human performance. Examples of internal factors are the human’s fatigue level, reaction time, and mental acuity.

Examples of external factors are noise level, lighting, and task time. In addition, PMFs are able to capture impact

of personality on performance such as emotion, cultural background, and biases. Furthermore, PMFs quantify

performance differences between two humans such as intelligence, skill, and motivation. In other words, PMFs

capture the relationship between performance moderators and the level of performance in the form of dose-response

(or exposure-response). As the dose (or exposure) increases or decreases, PMFs indicate the change in the level of

performance.

3 Chazm Model (CzM)

This section presents the Chazm Model (CzM) that bridges the gap between the human world and the robotic

world. OMACS [5] is unable to explicitly capture performance factors such as location or reaction time. A number

of additions and changes are required to allow OMACS to capture these performance factors. Figure 4 shows some

of the additions and changes to OMACS.

There are three elements in Figure 4: rectangles, lines, and ellipses. Rectangles are entities. Lines between

entities are relations; the arrows on the lines denote direction for reading purposes only. For instance, role X

requires capability Y . The dashed lines are derived relations. Ellipses help to indicate which relations. Elements

that are greyed out are elements that exists in OMACS. In CzM, there are four new entities, six new relations (two

of which are functions), and changes to existing elements.

moderates

Role

Agent

Attribute
 + | -

 quality | quantity | unbounded 

has

contains
Capability

requires

possesses

Goal

achieves
Performance

Function
Task

uses

capable

needs

Characteristic

utilizes

score

value

value

Figure 4. Chazm Model

The first new entity is called an attribute. An attribute describes a property of an agent. Currently, there are

three types of attributes: quality-type, quantity-type, and unbounded-type. A quality-type attribute constrains the

value to the [0.0 . . 1.0] range, a quantity-type attribute constrains the range to [0.0 . . ∞], and an unbounded-type
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attribute does not constrain the values [−∞ . . ∞]. In addition, each type is either a positive-type or negative-type

attribute, which indicates the type of scale used to measure the values in relation to one another. Some attributes

can be represented as either a positive-type (the higher the value, the better) or a negative-type (the lower the

value, the better). For example, consider the attributes energy and fatigue. These two attributes represent the

same concept except that for energy, higher values are better, while for fatigue, lower values are better.

The purpose of the second new entity, performance function, is to capture the PMFs. Capturing PMFs as an

entity allows user-defined PMFs to be used at runtime. For instance, two roles may have slightly different PMFs

for computing the fatigue of agents after performing different roles because one role may require more strenuous

activities than the other. PMFs are captured in CzM as functions of the form of Definition 1. The Role, Agent, and

Goal inputs inform the PMF function which role the agent is performing to achieve the goal. The Set{Assignment}

is the relevant set of assignments for the PMF function, which can be all the assignments of the organization or a

subset such as the assignments of a particular agent. Not all assignments affect the computation of PMFs; some

assignments do not impact the computation of PMFs.

pmf : Role×Agent×Goal× Set{Assignment} → value (1)

The characteristic entity describes a property of a role. A characteristic provides additional information that

can be utilized by performance functions. For instance, the exercise role may contain information about the length

of the exercise routine, which can be captured as the exercise time characteristic. The exercise time characteristic

can be used by performance functions associated with the exercise role.

The last new entity is a task. A task is the composition of a role and a goal. The purpose of the task entity is

purely for human understanding; computationally, a task does not provide any additional information other than

what the associated role and goal already provide. For instance, a delivery person role and a deliver package goal

comprises a task. In OMACS, an assignment is formally defined as assignment : Agent × Role × Goal. In CzM,

we expand on the definition of an assignment by adding assignment : Agent× Task.

The has function (Definition 2) takes in an agent and an attribute and returns a value consistent with the type

of that attribute: quantity [0.0 . . ∞], quality [0.0 . . 1.0], or unbounded [−∞ . . +∞]. Even though the has

function specifies a relation between an agent’s attribute and a single value, it is straightforward to model complex

attributes such as compound attributes. A compound attribute such as location do not contain a value but is

comprised of multiple single values. For example, the location attribute is typically comprised of three values:

longitude, latitude, and altitude. The three values can be represented as three attributes: longitude, latitude, and

altitude. A logical grouping of the three attributes (longitude, latitude, and altitude) into the location attribute

would not provide any functional benefits. To ease the use of our model, design tools can provide logical groupings
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for complex attributes such as location. These design tools would then translate these complex attributes for use

in CzM.

has : Agent×Attribute→ value (2)

The moderates relation (Definition 3) specifies a relation between a performance function and an attribute.

Because a performance function captures a PMF and a PMF computes the result for a particular attribute, the

moderates relation is a many-to-one relation (i.e. a performance function moderates exactly one attribute but an

attribute can be moderated by multiple performance functions). The moderates relation specifies the attribute to

which the result of the PMF is applicable. For example, to capture a PMF that computes fatigue, the PMF is

captured as a performance function that moderates the fatigue attribute.

moderates : Performance Function×Attribute (3)

The needs relation (Definition 4) specifies a relation between a role and an attribute. The purpose of the needs

relation is to capture additional requirements for performing a role beyond just capabilities as currently used in

OMACS. The needs and requires relations specify the complete requirements an agent must meet to perform a role.

For example, to perform the role run track, the role requires the run capability and the stamina attribute because

an athlete can run may lack the necessary stamina to succeed at the role.

needs : Role×Attribute (4)

The uses relation (Definition 5) specifies a relation between a role and a performance function. The purpose of

the uses relation is to indicate which of the attributes associated with the role through the needs relation require

the use of a PMF to compute the value. For instance, the reaction time attribute may not need a PMF because the

value is obtained directly from the agent through the has function. But the fatigue attribute may need a PMF to

compute the value because the result may depend on the roles. More importantly, the uses relation differentiates

between attributes whose values are used and attributes whose values are changed as a result of performing roles.

For correctness, there is one constraint on the uses relation. A role can only use a performance function if the

attribute modified by the performance function is also the attribute needed by the role (Constraint 6).

uses : Role× Performance Function (5)
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∀r ∈ Role, f ∈ Performance Function, a ∈ Attribute

| (r, f) ∈ uses ∧ (f, a) ∈ moderates⇒ (r, a) ∈ needs (6)

The utilizes relation (Definition 7) specifies a relation between two performance functions. The reason for the

utilizes relation is to indicate whether a performance function uses another performance function for computation.

For example, to compute the overall workload, the overall workload PMF may require the auditory workload PMF,

cognitive workload PMF, and visual workload PMF. There are two constraints on the utilizes relation: (1) the

utilizes relation do not form a cycle (Constraint 8); (2) if a role uses a performance function (A), which utilizes

another performance function (B), then the attribute moderated by performance function (B) is also needed by

the role (Constraint 9). We denote the transitive closure of a relation with the + symbol.

utilizes : Performance Function× Performance Function (7)

∀f ∈ Performance Function | (f, f) 6∈ utilizes+ (8)

∀r ∈ Role, f, f ′ ∈ Performance Function, a ∈ Attribute

| (r, f) ∈ uses ∧ (f, f ′) ∈ utilizes+ ∧ (f ′, a) ∈ moderates

⇒ (r, a) ∈ needs (9)

The contains function (Definition 10) takes in a role and a characteristic and returns a value. For instance, an

exercise routine would take 30 minutes. This example could be modeled as the exercise role contains the exercise

time characteristic with a value of 30. Then a performance function for computing fatigue for that role could use

the exercise time characteristic for computing the new fatigue value of the agent after performing the exercise role.

contains : Role× Characteristic→ value (10)

In OMACS, to perform a role, an agent must have the required capabilities. In CzM, to perform a role, an agent

must have the required capabilities and the necessary attributes. The rcf function defined in OMACS is defined

as rcf : Role × Agent → [0.0 . . 1.0] and the rcf function only evaluates the capabilities of an agent with respect
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to the role. This definition is no longer sufficient due to the addition of attributes; thus, the rcf function is not

part of CzM. Instead, we define a goodness function (Definition 11), that evaluates the capabilities required by

agents and the attributes needed. Furthermore, the specific goal being pursued is also part of the input for the

goodness function because the goal may contain parameters that affect how well agents may perform a particular

role. The Set{Assignment} is the relevant set of assignments for the goodness function, which can be all the

assignments of the organization or a subset such as the assignments of a particular agent. Not all assignments affect

the computation of PMFs; some assignments do not impact the computation of PMFs. The goodness function

has one constraint (Constraint 12), where the return value must be 0.0 if the agent do not possesses a required

capability, has a needed attribute, or the role does not achieve the goal.

goodness : Role×Agent×Goal× Set{Assignment} → [0.0 . . 1.0] (11)

goodness(r, a, g, φ) =















































0.0 if ∃c ∈ (r, c) ∈ requires | (a, c) 6∈ possesses

∨ ∃n ∈ (r, n) ∈ needs | (a, n) 6∈ has

∨ (r, g) 6∈ achieves

[0.0 . . 1.0]

(12)

Due to the removal of the rcf function from CzM, the capable function needs to be redefined. In OMACS, the

capable function is defined as capable : Agent×Role→ [0.0 . . 1.0] with the constraint that return value is the same

as the rcf function: capable(a, r) = rcf(a, r). In CzM, the capable function is defined as capable : Agent × Role →

[true/false] and follows Constraint 13.

capable(a, r) =































true if ∀c ∈ (r, c) ∈ requires | (a, c) ∈ possesses

∧ ∀n ∈ (r, n) ∈ needs | (a, n) ∈ has

false

(13)

In OMACS and our previous model, the achieves function was defined as achieves : Role×Goal→ [0.0 . . 1.0],

which indicates how well the role achieves a specific goal. However, in CzM, achieves is defined as a relation between

a role and a goal (Definition 14), because the goodness function takes in a goal as input, the score functionality

is now part of the goodness function. This change provides greater flexibility than OMACS’s inability to use goal

information to compute how well agents can perform a role because CzM allows specific goals to contribute to the

goodness score. For example, there are two agents capable of searching area A and it is preferable to select the
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agent that is closer to area A.

achieves : Role×Goal (14)

In our previous model, requires was extended to a function defined as requires : Role × Capability → amount.

However, we have discovered that this extension reduced the range of requirements that can be captured. For

example, if a role requires capability A with a score of 0.8 and capability B with a score of 0.5, then only agents

that possesses both capability with at least a score of 0.8 and 0.5 respectively can perform the role. But what if

we also wanted the case where capability A is 0.7 and capability B is 0.7 to be acceptable? In CzM, the definition

of requires is reverted back to what it was in OMACS, which is defined as requires : Role× Capability.

4 Evaluation

We use the conference management system (CMS) [4, 38] as a basis for evaluating the usefulness of CzM versus

OMACS. The CMS represents a conceptual model of the process that takes place leading up to a scientific conference,

where authors submit their papers, reviewers are given papers to review, the PC chair makes decisions to accept

papers, and accepted papers are sent to the printers for printing. Figure 5 shows the GMoDS model that captures

the CMS process, where system goals are represented and further decomposed into subgoals. The top-level goal

of the CMS is to manage submissions, which is decomposed into six conjunctive subgoals, which are also further

decomposed into subgoals. At the bottom of the goal tree are the leaf goals, which are collect papers, distribute

papers, partition papers, review paper, collect reviews, make decision, inform declined, inform accepted, collect finals,

master CD, and print proceedings. These leaf goals are the only goals that can be pursued by agents to achieve

the top-level goal. In our previous model, the review paper goal was decomposed into three subgoals (Figure 2a)

to capture different workload amounts because of the inflexibility of the affects function (second limitation in § 1).

In CzM, there is no need to decompose the review paper goal to capture the different workload amounts because

the workload PMF captures the different values by looking at the parameters of the goal, one of which is the type

of paper.

Figure 6 shows the role model where each leaf goal is mapped to a specific role. These roles are defined to

achieve their associated leaf goal(s) and specify the capabilities required by agents in order to perform them. In

our previous work, the reviewer role was decomposed into three roles so they could be mapped to the subgoals of

the review paper goal, which was decomposed into three subgoals, to capture different workload amounts. However,

this decomposition is no longer necessary because the performance function entity is able to capture the workload

PMF, which captures the different workload amounts for different types of papers.

11



«Goal»

0 – Manage Submissions

«Goal»

1 – Obtain Papers

rejected(paper, author)

review(paper)

«Goal»

6.2 – Create Publication
«Goal»

1.1 – Collect Papers

«Goal»

1.2 – Distribute Papers

«Goal»

2 – Partition Papers

«precedes»

«Goal»

3 – Review Paper

«precedes»

«Goal»

4 – Select Papers

«Goal»

4.1 – Collect Reviews

«Goal»

4.2 – Make Decision
«precedes»

«Goal»

5 – Inform Authors

«Goal»

6 – Process Proceedings

«precedes»

«Goal»

5.1 – Inform Declined

paper : Paper

author: Author

«Goal»

5.2 – Inform Accepted

paper : Paper

author : Author

accepted(paper, author)

«Goal»

6.1 – Collect Finals

paper : Paper

«precedes»

«Goal»

6.2.1 – Master CD

«Goal»
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accepted(paper, author)

Figure 5. CMS Goal Model

The workload PMF, which is the sum of the workload values of each paper the agent is reviewing, is defined

by two equations: Equation (15) and Equation (16). In Equation (15), p.type refers to the type of paper. In

Equation (16), g.paper refers to the paper parameter of the goal g.

workload(p) =































10 if p.type = poster

20 if p.type = short

40 if p.type = full

(15)

pmfworkload(r, a, g, φ) =





∑

(a′,r′,g′)∈φ

workload(g′.paper)



+workload(g.paper) (16)

4.1 Experimental Setup

An experiment evaluates the usefulness of CzM by using different task allocation algorithms with a given number

of reviewers, a given number of papers to review, a given number of papers to accept, and a given range for the

quality of a submitted paper. The CMS experiments are set up such that for every experiment, the number of

reviewers is fixed at 50, the number of papers accepted is fixed at 40, and the submitted paper quality range is from

45% to 55%. The range is kept small so as to increase the chance of a paper that is not in the top 40 to be accepted

due to inaccurate reviews of that paper. Each submitted paper is given a quality that is randomly selected from

the given range [45% . . 55%]. These submitted papers are ranked based on their quality; and ideally, only the top

40 papers are accepted. There are a total of 80 experiments. The first experiment starts at 40 papers to review,

the second at 41 papers to review, the third at 42 papers to review, and so forth, up to the 80th experiment with
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Figure 6. CMS Role Model

120 papers to review. Each submitted paper is reviewed by three reviewers. Once all reviews are in, the decision

to accept or reject a paper is based on the three reviews. The purpose of an experiment is to evaluate how well

a task allocation algorithm can assign these reviews to reviewers so that the set of accepted papers is as close as

possible to the ideal set.

In each experiment, we compare the performance of four reorganization algorithms. Three of the algorithms

are general reorganization algorithms, which means that the algorithms use only information directly available in

the model, while the fourth algorithm it not entirely general. The implementation of the fourth algorithm utilizes

information about the domain. Although the implementation of the fourth algorithm is not general, we believe

that it is possible to generalize the implementation such that it is applicable to other domains. However, work on

generalizing the implementation is in progress and is not available at this time. The three general reorganization

algorithms are random, round robin, and attributes-greedy; the non-general algorithm is the attributes-enhanced.

The random algorithm, which only uses information provided by the OMACS model, is the baseline algorithm.

The round robin algorithm also uses only information provided by the OMACS model. The attributes-greedy and

attributes-enhanced algorithms utilize information provided by CzM. These algorithms are discussed in detail in

§ 4.2. Although the goal model captures the entire CMS process, the focus of the experiments is on allocating the

instances of the review paper goal.

There are three types of reviewers defined: tenured professors, assistant professors, and graduate students. All

reviewers need three attributes: incentive, stress, and workload. These three attributes are of the same scale,
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where a value of 0 means no incentive, no stress, and no workload respectively2. Incentive values are none,

low, medium, and high, maximum. For computational purposes, the incentive values are mapped to 0, 30, 50,

70, and 100 respectively. Stress and workload are measured in terms of percentages and they do not have an

upper-bound. These attributes determine the maximum number of papers a reviewer can review before becoming

overloaded/overburdened. An overloaded reviewer will produce reviews that are less than 100% quality. As

incentive increases, a reviewer is able to review more papers before becoming overburdened. As stress decreases, a

reviewer is able to review more papers before becoming overburdened. Similarly, as workload decreases, a reviewer

is able to review more papers before becoming overburdened. Table 1 shows the values of the attributes for the

three types of reviewers.

Incentive Stress Workload
Tenured Professors low (30) 0% 0%
Assistant Professors medium (50) 50% 0%
Graduate Students low (30) 60% 0%

Table 1. Attribute Values of Agent Types

There are three types of papers defined: full paper, short paper, and poster paper. Reviewing a full paper would

add 40% to a reviewer’s workload; reviewing a short paper adds 20% to the workload; and reviewing a poster

paper adds 10% to the workload. The quality (qr) of a review produced by a reviewer is defined by Equation (17).

For example, if a tenured professor has 6 short papers to review, the workload PMF will return a result of 120%

workload, which results in the quality of all 6 reviews being 100÷ (120 + 30− 0)× 100 = 66.6%.

workload = pmf(Role,Agent,Goal)

total load = workload + stress− incentive

qr =















100 if total load < 100,

100

total load
× 100

(17)

Incentive and stress do not change throughout the experiment. Workload is computed based on the number of

papers given to a reviewer, with each paper contributing either 10%, 20%, or 40% to the reviewer’s workload. The

quality of a review (qr) and the quality of the paper (qp) determines the review score (s) as defined in Equation (18).

As the review quality (qr) approaches to 0, the range of possible review scores approaches [0 . . 100]. For example,

if qp = 60 and qr = 80, then s = 60 + random([−10 . . 10]) = [50 . . 70].

2Determining what the incentive values means in terms of numbers is beyond the scope of this report.
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s =















qp if qr = 100,

qp + random

[

−
100− qr

2
. .

100− qr
2

] (18)

The distribution of the reviewers (n) remain the same for each experiment. There are approximately n/3 for

each type of reviewers. The mathematical distribution for each type are as follows: tenured professors (rtp) are
⌊

n
3

⌋

, assistant professors (rap) are
⌊

n
3

⌋

, and graduate students (rgs) are n− rtp − rap. Since there are 50 reviewers

in our experiments, we have 16 tenured professors, 16 assistant professors, and 18 graduate students.

Because of the randomness in various aspects of the experiments such as the random paper qualities and the

bounded-random error for review scores, each experiment is executed 10, 000 times to normalize the data.

4.2 Algorithms

The random algorithm randomly selects an agent capable of achieving a goal and assigns that goal to the agent.

This process continues until all goals have been assigned. Because the random algorithm only cares about finding

an agent that is capable of achieving a given goal, the random algorithm only uses the score of the goodness

function to check that the agent is capable (i.e. the goodness function score is greater than 0.0). The goodness

function is defined by Equation (19), which is the standard rcf function in OMACS, for all roles. For the purpose

of this report, the results from the random algorithm act as the baseline for the other algorithms.

|{c|(r,c)∈requires}|

√

∏

c∈{c|(r,c)∈requires}

possesses(a, c) (19)

The round robin algorithm assigns goals by evenly distributing the goals to capable agents. The goodness

function for all roles is defined by Equation (19). Because not all agents are capable of achieving all the goals, the

round robin algorithm keeps track of the number of goals assigned to each agent. For a given goal, the capable

agent (goodness > 0.0) with the least number of goals currently assigned is assigned to that goal. This process

continues until all goals have been assigned. Because the order of the goals impact the outcome (particularly the

review paper goals, because a reviewer can only review a paper once), the goals are sorted to keep the review

paper goals of the same paper together. Furthermore, the ordering of agents also affects the outcome; it could

result in better or worse assignments. For example, if we have 3 reviewers (R1 and R2), and they can review a

maximum of 1, 2 papers respectively before being overburdened, and there are 3 papers to review. If the order is

R1 and R2, then R1 will get 2 papers, which overburdens R1. However, if the order is R2 and R1, then no agent is

overburdened. Since the experiments are executed 10, 000 times, the ordering of agents is randomized to normalize

the results.
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The attributes-greedy algorithm uses the goodness function score to rank all agents for a given goal and assigns

the agent with the highest score to that goal. Because CzM allows access to the workload, stress, and incentive

values of an agent, the goodness function for the reviewer role is defined as computing the review quality (qr). So

the goodness function returns the value of qr as defined by Equation (17). For the rest of the roles, the goodness

function is defined by Equation (19). This process continues until all goal are assigned.

Similarly, for the attributes-enhanced algorithm, the goodness function for the reviewer role computes qr as

defined by Equation (17). In addition, the attributes-enhanced algorithm tracks the contributions (∆) of an agent

as shown in Equation (20)3 and uses it to determine the best agent instead of just relying on the basic goodness

score. The goodness function only captures the score of an agent performing the role in the current context (i.e. all

the assignments of the agent). But the goodness function does not recomputes the scores of existing assignments,

which may change if a new goal is assigned to the agent. For example, an agent is assigned one paper to review and

the goodness function score is 1.0, which means that the agent will produce a review with 100% quality. If that

agent were to be assigned a second paper to review and the goodness function score is 0.9, that means that the

agent would produce two reviews with 90% quality. The attributes-enhanced algorithm does this “recomputation”

of existing assignments by using Equation (20), which tracks each agent’s overall contribution by comparing the

current contribution (two 90% quality reviews) with the previous contribution (one 100% quality review).

∆i = goodness ∗ (assignments + 1)−∆i−1 (20)

4.3 Experimental Results with Attributes

There are three types of data collected in the experiments: score difference, set commonality, and review quality.

Score difference measures the sum of the accepted paper qualities versus the sum of the ideal paper qualities. Set

commonality measures the percentage of ideal papers in the set of accepted papers. Review quality measures the

average review quality of all reviews. In our experiments, we discovered two factors that impact the performance

of algorithms: the number of assignments4 for each agent and the quality of reviews produced by each agent. The

quality of reviews factor can only be measured accurately by algorithms that have access to the workload, stress,

and incentive attributes because these attributes affect the quality of a review as defined by Equation (17).

There is a relationship between the two factors; as the number of assignments increases, the quality of reviews

tend to decrease. However, the importance of the two factors are not constant throughout the experiments. Because

the number of reviewers are fixed at 50 for all experiments, the number of assignments is less important than quality

of reviews when the number of submitted papers are low. However, as the number of submitted papers increases,

3As mentioned earlier, the equation is a result of analyzing the domain but we believe that the equation can be generalized.
4In these experiments, the number of assignments is the same as the number of papers to review.
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the importance of the number of assignments also increases to a point where the number of assignments becomes

more important than quality of reviews. Also, the importance of the two factors depends the measurement system.

For example, the quality of reviews factor plays a more important part in the review quality measurement than the

other two measurements. Based on the relationship between the two factors, our hypothesis is that the results are

generally split into three parts: (1) the first part is where the quality of reviews factor is the dominant factor while

the number of assignments factor is minor, (2) the second part is where the two factors are equally important, and

(3) the third part is where the number of assignments factors is the dominant factor while the quality of reviews

factor is minor.

The performance of the algorithms are linked to how the algorithms use the two factors. Although the random

algorithm ignores both factors, indirectly and to a certain extent through random selection, the random algorithm

utilizes the number of assignments factor. The round robin algorithm considers only the number of assignments

factor and ignores the quality of reviews factor. The attributes-greedy algorithm considers only the quality of

reviews factor and ignores the number of assignments factor. The attributes-enhanced algorithm considers both

factors.

Figure 7 shows the results of the four algorithms as measured by the score difference. There are three points of

interest in the graph. The first point of interest (around 52 submitted papers) is where the round robin algorithm

begins to accept papers that are not in the top 40 papers because some reviewers are overburdened (i.e. producing

reviews that are less than 100% quality) from being assigned too many papers to review. After this point, it is

still possible to keep all reviewers from being overburdened. Both the attributes-greedy and attributes-enhanced

algorithms that use CzM are able to produce assignments that keep the set of accepted papers the same as the top

40 papers. The second point of interest (around 72 submitted papers) is where the effect of overburdened reviewers

becomes noticeable for the attributes-greedy and attributes-enhanced algorithms. After this point, the attributes-

greedy and attributes-enhanced algorithms still produce better results than the random and round robin algorithms.

At the third point of interest (around the 98 submitted papers), the performance of the attributes-greedy and round

robin algorithms converge. We believe that this is the point where the number of assignments factor is just as

important as the quality of reviews factor. The attributes-enhanced algorithm maintains a performance advantage

over the other algorithm.

Figure 8 shows the results of the four algorithms as measured by set commonality. There are three points of

interests in the graph. At the first point of interest (around 52 submitted papers), the round robin algorithm

begins to fall off while the attributes-greedy and attributes-enhanced algorithms still produce assignments that

keep all reviewers from being overburdened because there are 50 reviewers and about 52 papers to be reviewed three

times. The second point of interest (around 70 submitted papers) is where the effect of overburdened reviewers
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Figure 7. Score Difference Graph

becomes noticeable for the attributes-greedy and attributes-enhanced algorithms. Still, the attributes-greedy and

attributes-enhanced algorithms maintain an advantage over the random and round robin algorithms. At the third

point interest (around 90 submitted papers), the performance of the attributes-greedy algorithm converges to the

performance of the round robin algorithm but the attributes-enhanced algorithm still maintains an advantage

over the other algorithms. The performance advantage of the attributes-greedy algorithm over the round robin

algorithm is gone because, around the third point of interest, the number of assignments factor is just as important

as quality of reviews factor. However, the attributes-enhanced algorithm still maintains an advantage over the

other algorithms because it uses both factors (number of assignments and quality of reviews) in the form of overall

contributions (Equation (20)).
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Figure 8. Set Commonality Graph
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Figure 9 shows the results of the four algorithm as measured by review quality. Again, there are three points

of interests in the graph. The first point of interest (around 52 submitted papers) is where the round robin

algorithm begins to produce assignments that result in reviews that are less than 100% quality. The attributes-

greedy and attributes-enhanced algorithms still produce assignments that result in 100% quality reviews. The

second point of interest (around 72 submitted papers) is where the effect of overburdened reviewers becomes

noticeable for the attributes-greedy and attributes-enhanced algorithms. Up to the third point of interest (around

88 submitted papers), the attributes-greedy and attributes-enhanced algorithms maintain a noticeable advantage

over the random and round robin algorithms. However, after this point, the attributes-greedy begins to perform

worse than the round robin algorithm, while the performance advantage of the attributes-enhanced algorithm over

the round robin algorithm becomes smaller. Again, the attributes-enhanced algorithm maintains an advantage

over the other algorithms because it uses both factors (number of assignments and quality of reviews) in the form

of overall contributions (Equation (20)). Because the attributes-greedy algorithm only considers review quality

and the number of assignments becomes more important than quality of reviews, the attributes-greedy algorithm

begins to perform worse than the round robin algorithm.
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Figure 9. Review Quality Graph

Based on the three graphs, the attributes-enhanced algorithm is able to produce better assignments due to the

use of the two factors: number of assignments and quality of reviews. On the other hand, the attributes-greedy

algorithm, which uses only the quality of reviews factor, is only able to maintain an advantage over the round robin

algorithm for the early portions of the graph. The performance of the attributes-greedy algorithm either converges

to the performance of the round robin algorithm or performs worse than the round robin algorithm because the

number of assignments factor, which is ignored by the attributes-greedy algorithm, becomes just as important or
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more important than the quality of reviews factor. This leads us to conclude that just having the information

available is not sufficient. The information needs to be used in the proper context, which leads us to the next

section that explores the case where the scores of capabilities matter.

4.4 Experimental Results with Capabilities and Attributes

The setup of CMS experiments in § 4.1 assumes that every agent (in this case, the reviewers) are equally capable

in their reviewing abilities. However, this is not generally the case. The setup of the experiments in this section

uses different scores for the review capability to reflect the ability of the three reviewer types. Table 2 shows the

values of the attributes and the reviewing capability of the three types of reviewers, where a value of 1.0 means

100%.

Incentive Stress Workload Review Ability
Tenured Professors low (30) 0% 0% 1.0 (100%)
Assistant Professors medium (50) 50% 0% 0.8 (80%)
Graduate Students low (30) 60% 0% 0.6 (60%)

Table 2. Attribute and Capability Values of Agent Types

Since the capability scores are now different, a greedy algorithm would not return the same assignments as the

round robin algorithm as the experimental setup in § 4.1. The goodness function for the reviewer role for the

greedy and round robin algorithms is defined by Equation (19). The greedy algorithm makes assignment decisions

based on Equation (21). If the numerator is always the same value, then the greedy algorithm is equivalent to the

round robin algorithm when making assignments.

goodness(r, a, g)

number of assignments
(21)

In order to incorporate capability scores in the experiments, a minor change to Equation (17) is required.

Equation (22) defines how review quality is computed that uses the score of an agent’s reviewing capability. In

Equation (17), max load is always 100. In Equation (22), max load is multiplied by the score of the agent’s reviewing

capability, which ranges [0.0 . . 1.0]. And thus, tenured professors have 100 max load, assistant professors have 80

max load, and graduate students have 60 max load.

max load = 100× reviewing capability

total load = workload + stress− incentive

qr =















100 if total load < max load,

max load

total load
× 100

(22)

20



Similar to § 4.3, there are two factors to consider in the experiments: number of assignments and quality of

reviews. The greedy algorithm considers the number of assignments factor and, in a limited degree, considers the

quality of reviews by using just the capability score while ignoring the attributes. Likewise, the goodness function

for the attributes-greedy and attributes-enhanced algorithms were changed to match Equation (22). All other

aspects of the experiments remain the same as § 4.1.

Figure 10 shows the score difference graph. The greedy and round robin algorithms drop off immediately at

the beginning of the graph although the greedy algorithm maintains an advantage over the round robin algorithm.

The advantage of the greedy algorithm over the round robin algorithm is perhaps due to use of the two factors.

Although the greedy algorithm considers both factors, the quality of reviews factor is incorrect as the goodness

function for the greedy algorithm ignores attributes, which results in poorer performance when compared to the

attributes-greedy and attributes-enhanced algorithms. The attributes-greedy and attributes-enhanced algorithms

still produce assignments that result in 100% quality reviews. At the first point of interest (around 58 submitted

papers), the attributes-greedy and attributes-enhanced algorithms are no longer able to keep some reviewers

from being overburdened. However, the attributes-greedy and attributes-enhanced algorithms still maintain an

advantage over the greedy and round robin algorithms. At the second point of interest (around 70 submitted

papers), the attributes-greedy algorithm begins to perform worse than the greedy algorithm probably because

the number of assignments becomes a more important factor than the quality of reviews factor. The attributes-

enhanced algorithm still maintains a small advantage over the other algorithms because it considers both factors.

The round robin algorithm barely maintains an advantage over the random algorithm because it ignores the score

of an agent’s reviewing capability, which matters in these experiments. At the third point of interest (around 106

submitted papers), the performance of all algorithms seem to converge probably because situation is bad enough

that any algorithm would perform just as well.

Figure 11 shows the set commonality graph. Again, the round robin and greedy algorithms drop off immediately

at the beginning of the graph but the greedy algorithm, which considers both factors, maintains an advantage over

the round robin algorithm. At the first point of interest (around 56 submitted papers), the attributes-greedy

and attributes-enhanced algorithms are not able to keep some reviewers from being overburdened but they still

maintain an advantage over the other algorithms. At the second point of interest (around 66 submitted papers),

the greedy algorithm almost catches up to the attributes-enhanced algorithm and the attributes-greedy algorithm

begins to perform worse than the greedy algorithm. This change is probably due the number of assignments factor

becoming the dominant factor. At the third point of interest (around 104 submitted papers), the performance of

all algorithms seem to converge probably because the situation is severe enough that any algorithm would perform

just as good. Although, the attributes-enhanced algorithm seem to be slightly better the other algorithms.

21



Score Difference (10000 runs)

95

96

97

98

99

100

40 44 48 52 56 60 64 68 72 76 80 84 88 92 96 10
0

10
4

10
8

11
2

11
6

12
0

Papers

P
er

ce
nt

ag
e

Random Round Robin Greedy Attributes-Greedy Attributes-Enhanced

Figure 10. Score Difference Graph
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Figure 11. Set Commonality Graph

Figure 12 shows the review quality graph. Again, the round robin and greedy algorithms start out worse than

the attributes-greedy and attributes-enhanced algorithms. However, the greedy algorithm, which considers both

factors, maintains an advantage over the round robin algorithm. At the first point of interest (around 58 submitted

papers), the attributes-greedy and attributes-enhanced algorithms are no longer able to keep some reviewers from

being overburdened but they still maintain an advantage over the other algorithms. At the second point of interest

(around 68 submitted papers), the greedy algorithm surpasses the attributes-greedy algorithm because the number

of assignments factor becomes just as important as the quality of review factor. The attributes-enhanced algorithm

still maintains a slight advantage over the greedy algorithm because it considers both factors properly. At the third

point of interest (around 80 submitted papers), the number of assignments factor becomes the dominant factor.
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This results in the attributes-greedy algorithm performing worse than the round robin algorithm. At the fourth

point of interest (around 106 submitted papers), the attributes-greedy algorithm performs worse than the random

algorithm. This is probably due to the overwhelming importance of the number of assignments factor over the

quality of reviews factor. Also, the performance of the greedy algorithm is surpassed by the round robin algorithm

probably because the greedy algorithm incorrectly considers the two factors. The attributes-enhanced algorithm

maintains a slight advantage over the round robin algorithm because it considers the two factors properly.
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Figure 12. Review Quality Graph

With the introduction of attributes, algorithms that take advantage of this extra information are able to perform

better. However, the caveat of this extra information is that it needs to be considered in the proper context as

the attributes-greedy algorithm demonstrates through the three graphs. Also, just using the extra information but

ignoring other existing information such as number of assignments can also lead to a decrease in performance as

seen in the three graphs when the greedy algorithm surpasses the attributes-greedy algorithm.

5 Time Complexity

This section analyzes the time complexity of the four algorithms in § 4.2. None of the algorithms reshuffles

current assigned goals, the algorithms only assign goals that have not been assigned.

Figure 13 shows the pseudo code for the random algorithm. The random algorithm computes a set of goals that

has not been assigned yet (g′) from the given set of goals (g) and it iterates through every goal from the set of

unassigned goals (g′). From a goal (gi), the set of roles (Wr) that can achieve gi is obtained via the achieves()

function. The set of agents (Wa) is copied to a′ and an agent (ai) is randomly picked from a′; the random()

function randomly picks an element without replacement (i.e. ai is removed from a′). An iteration occurs over
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every role (ri) to determine viable assignments (α), which are computed using the goodness() function. Once α

is computed, an assignment (αi) is randomly selected. If there are no viable assignments for ai, another agent is

randomly picked to repeat the process until either a viable assignment is found or all agents have been picked and

there are no viable assignments for gi.

function reorganize(Wg, Wa)

g′ ← unassigned(Wg), β ← ∅
for each gi from g′ do
a′ ←Wa, Wr ← achieves(gi)
repeat

ai ← random(a′), α← ∅
for each ri from Wr do
if goodness(ri, ai, gi) > 0 then

α← α ∪ 〈ri, ai, gi〉
end if

end for
αi ← random(α)

until αi 6= ∅ or a′ = ∅
β ← β ∪ αi

end for
return β

Figure 13. Pseudo Code – Random Algorithm

Proof. The time complexity of the random algorithm is O(g × a× r × c).

Let g be the number of goals for the input Wg, a be the number of agents for the input Wa, r be the number

of roles in the organization, and c be the number of capabilities in the organization.

Computing the set of unassigned goals requires checking each goal to determine if it is assigned. Thus, the

unassigned() function takes Θ(g) time.

The first loop iterates through all unassigned goals. In the worst case, all goals from Wg are not assigned and

the loop takes O(g) time. The time complexity so far is O(g + g).

Duplicating the set of agents takes Θ(a) time because it iterates through each agent and since this duplication

occurs inside the first loop, the time complexity so far is O(g + (g × a)).

The achieves() function, which returns a set of roles (Wr), takes constant time, although the cardinality of

Wr varies. In the best case, every goal is achieved by 1 role; however, in the worst case, every goal can be achieved

by r roles. The time complexity remains unchanged.

The second loop terminates when either a viable assignment is found or when a′ is ∅. Randomly picking an

agent through the random() function takes constant time. In the best case, the first randomly picked agent is

capable (Θ(1)). In the worst case, no agents are capable or the only capable agent is the last one to be picked
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(Θ(a)). So, the time it takes for this loop is O(a). Since the second loop occurs inside the first loop, the time

complexity so far is O(g + (g × (a+ a))).

The third loop iterates through every role from Wr, which has a worst case cardinality of r. Thus, the loop takes

O(r). Since the third loops occurs inside the second loop, the time complexity so far is O(g + (g × (a+ (a× r)))).

The goodness() function takes O(c) because every capability required by the role has to be checked, which is

c in the worst case as all the capabilities in the organization could be required by a role. Since the goodness()

function is called inside the third loop, the time complexity so far is O(g + (g × (a+ (a× (r × c))))).

Since the remaining pseudo code is constant time, the time complexity of the random algorithm is O(g + g ×

(a+ a× r × c)), or O(g × a× r × c).

Figure 14 shows the pseudo code for the round robin algorithm. The round robin algorithm starts by computing

the set of unassigned goals (g′) from the given goals (Wg). In addition, it also sorts the unassigned goals so review

goals for the same paper are grouped together. Next, the algorithm iterates through each goal (gi) and obtains the

roles (Wr) that can achieve gi. It then iterates through each agent (ai) to determine the best role for the ai and gi,

which requires iterating through each role (ri) and selecting the role with the best goodness score. If ai is capable

(i.e. β 6= ∅), the number of assignments (including those that the algorithm has already decided to assign) for ai is

obtained from the assignments() function. If the previously stored result (γ) is ∅ or the number of assignments

is less than the one from γ, this agent (ai) becomes the one that will be assigned to the goal (gi). Otherwise, the

algorithm moves to the next agent and repeats the process until all agents have been checked. The agent (γ.a)

with least number of assignments is assigned to the goal (gi). The algorithm moves to the next goal and repeats

the process until all goals are processed.

Proof. The time complexity of the round robin algorithm is O(g × a× r × c).

Let g be the number of goals for the input Wg, a be the number of agents for the input Wa, r be the number

of roles in the organization, and c be the number of capabilities in the organization.

Computing the set of unassigned goals requires checking each goal to determine if it is assigned. Thus, the

unassigned() function takes Θ(g) time. Next, the unassigned goals are sorted, which takes O(g × log g). The

time complexity so far is O(g + (g × log g)).

The first loop iterates through all unassigned goals. In the worst case, all goals from Wg are not assigned and

the loop takes O(g) time. The time complexity so far is O(g + (g × log g) + g).

The achieves() function, which returns a set of roles (Wr), takes constant time, although the cardinality of

Wr varies. In the best case, every goal is achieved by 1 role; however, in the worst case, every goal can be achieved

by r roles. The time complexity remains unchanged.
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function reorganize(Wg, Wa)

g′ ← sort(unassigned(Wg)), λ← ∅
for each gi from g′ do
Wr ← achieves(gi), γ ← ∅
for each ai from Wa do

β ← ∅
for each ri from Wr do
α← goodness(ri, ai, gi)
if α > 0 and (β = ∅ or α > β.α) then

β ← 〈ri, ai, gi, α〉
end if

end for
if β 6= ∅ then
δ ← assignments(β.a)
if γ = ∅ or δ < γ.δ then
γ ← 〈β.r, β.a, β.g, δ〉

end if
end if

end for
λ← λ ∪ 〈γ.r, γ.a, γ.g〉

end for
return λ

Figure 14. Pseudo Code – Round Robin Algorithm

The second loop iterates through every agent from Wa and thus, the time complexity for this loop is Θ(a). Since

the second loop occurs inside the first loop, the time complexity so far is O(g + (g × log g) + (g × a)).

The third loop iterates through every role from Wr, which has a worst case cardinality of r. Thus, the loop takes

O(r). Since the third loops occurs inside the second loop, the time complexity so far is O(g+(g×log g)+(g×(a×r))).

The goodness() function takes O(c) because every capability required by the role has to be checked, which is

c in the worst case as all the capabilities in the organization could be required by a role. Since the goodness()

function is called inside the third loop, the time complexity so far is O(g + (g × log g) + (g × (a× (r × c)))).

Since the remaining pseudo code is constant time, the time complexity of the round robin algorithm is O(g +

g × log g + g × a× r × c), or O(g × a× r × c).

Figure 15 show the pseudo code for the greedy algorithm. The greedy algorithm starts by computing the set of

unassigned goals (g′) from the given goals (Wg). Next, the algorithm iterates through each goal (gi) and obtains

the roles (Wr) that can achieve the gi. It then iterates through each agent (ai) to determine the best role for the ai

and gi, which requires iterating through each role (ri) and selecting the role with the best goodness score. If ai is

capable (i.e. β 6= ∅), the δ is compared to the δ of the previously saved result (γ). If γ is ∅ or the δ is greater than

the δ of γ, this agent (ai) becomes the one that will be assigned to the goal (gi). The algorithm moves to the next

agent and repeats the process until all agents have been checked. The agent (γ.a) with the highest score is assigned
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to the goal (gi). The algorithm moves to the next goal and repeats the process until all goals are processed.

function reorganize(Wg, Wa)

g′ ← unassigned(Wg), δ ← ∅
for each gi from g′ do
Wr ← achieves(gi), γ ← ∅
for each ai from Wa do

β ← ∅
for each ri from Wr do
α← goodness(ri, ai, gi)
if α > 0 and (β = ∅ or α > β.α) then

β ← 〈ri, ai, gi, α〉
end if

end for
if β 6= ∅ then
δ ← β.α÷ assignments(β.a)
if γ = ∅ or δ > γ.δ then
γ ← 〈β.r, β.a, β.g, β.δ〉

end if
end if

end for
δ ← δ ∪ 〈γ.r, γ.a, γ.g〉

end for
return δ

Figure 15. Pseudo Code – Greedy Algorithm

Proof. The time complexity of the greedy algorithm is O(g × a× r × c).

Let g be the number of goals for the input Wg, a be the number of agents for the input Wa, r be the number

of roles in the organization, and c be the number of capabilities in the organization.

Computing the set of unassigned goals requires checking each goal to determine if it is assigned. Thus, the

unassigned() function takes Θ(g) time.

The first loop iterates through all unassigned goals. In the worst case, all goals from Wg are not assigned and

the loop takes O(g) time. The time complexity so far is O(g + g).

The achieves() function, which returns a set of roles (Wr), takes constant time, although the cardinality of

Wr varies. In the best case, every goal is achieved by 1 role; however, in the worst case, every goal can be achieved

by r roles. The time complexity remains unchanged.

The second loop iterates through every agent from Wa and thus, the time complexity for this loop is Θ(a). Since

the second loop occurs inside the first loop, the time complexity so far is O(g + (g × a)).

The third loop iterates through every role from Wr, which has a worst case cardinality of r. Thus, the loop

takes O(r). Since the third loops occurs inside the second loop, the time complexity so far is O(g + (g × (a× r))).

The goodness() function takes O(c) because every capability required by the role has to be checked, which is
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c in the worst case as all the capabilities in the organization could be required by a role. Since the goodness()

function is called inside the third loop, the time complexity so far is O(g + (g × (a× (r × c)))).

Since the remaining pseudo code is constant time, the time complexity of the greedy algorithm is O(g+ g× a×

r × c), or O(g × a× r × c).

Figure 16 shows the pseudo code for the attributes-greedy algorithm. The attributes-greedy algorithm starts by

computing the set of unassigned goals (g′) from the given goals (Wg). Next, the algorithm iterates through each

goal (gi) and obtains the roles (Wr) that can achieve the gi. It then iterates through each agent (ai) to determine

the best role for the ai and gi, which requires iterating through each role (ri) and selecting the role with the best

goodness score. If ai is capable (i.e. β 6= ∅), the score is compared to the score of the previously saved result (γ).

If γ is ∅ or the score is greater than the score of γ, this agent (ai) becomes the one that will be assigned to the

goal (gi). The algorithm moves to the next agent and repeats the process until all agents have been checked. The

agent (γ.a) with the highest score is assigned to the goal (gi). The algorithm moves to the next goal and repeats

the process until all goals are processed.

function reorganize(Wg, Wa)

g′ ← unassigned(Wg), δ ← ∅
for each gi from g′ do
Wr ← achieves(gi), γ ← ∅
for each ai from Wa do

β ← ∅
for each ri from Wr do
α← goodness(ri, ai, gi)
if α > 0 and (β = ∅ or α > β.α) then

β ← 〈ri, ai, gi, α〉
end if

end for
if β 6= ∅ and (γ = ∅ or β.α > γ.α) then

γ ← 〈β.r, β.a, β.g, β.α〉
end if

end for
δ ← δ ∪ 〈γ.r, γ.a, γ.g〉

end for
return δ

Figure 16. Pseudo Code – Attributes-Greedy Algorithm

Proof. The time complexity of the attributes-greedy algorithm is O(g × a× r × (c+ n)).

Let g be the number of goals for the input Wg, a be the number of agents for the input Wa, r be the number

of roles in the organization, c be the number of capabilities in the organization, and n be the number of attributes

in the organization.
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Computing the set of unassigned goals requires checking each goal to determine if it is assigned. Thus, the

unassigned() function takes Θ(g) time.

The first loop iterates through all unassigned goals. In the worst case, all goals from Wg are not assigned and

the loop takes O(g) time. The time complexity so far is O(g + g).

The achieves() function, which returns a set of roles (Wr), takes constant time, although the cardinality of

Wr varies. In the best case, every goal is achieved by 1 role; however, in the worst case, every goal can be achieved

by r roles. The time complexity remains unchanged.

The second loop iterates through every agent from Wa and thus, the time complexity for this loop is Θ(a). Since

the second loop occurs inside the first loop, the time complexity so far is O(g + (g × a)).

The third loop iterates through every role from Wr, which has a worst case cardinality of r. Thus, the loop

takes O(r). Since the third loops occurs inside the second loop, the time complexity so far is O(g + (g × (a× r))).

The goodness() function takes O(c + n) because every capability and attribute required by the role has to

be checked, which is c + n in the worst case as all the capabilities and attributes in the organization could be

required by a role. Since the goodness() function is called inside the third loop, the time complexity so far is

O(g + (g × (a× (r × (c+ n))))).

Since the remaining pseudo code is constant time, the time complexity of the attributes-greedy algorithm is

O(g + g × a× r × (c+ n)), or O(g × a× r × (c+ n)).

Figure 17 shows the pseudo code for the attributes-enhanced algorithm. The attributes-enhanced algorithm

starts by computing the set of unassigned goals (g′) from the given goals (Wg). Next, the algorithm iterates

through each goal (gi) and obtains the roles (Wr) that can achieve gi. It then iterates through each agent (ai) to

determine the best role for the ai and gi, which requires iterating through each role (ri) and selecting the role with

the best goodness score. If ai is capable (i.e. β 6= ∅) and if the goodness score is 1.0, the contribution score is

equal to the goodness score. However, if the goodness score is less than 1.0, the contribution score is computed

as shown in Equation (20). Then the contribution score is compared to the contribution score of the previously

saved result (γ). If γ is ∅ or the contribution score is greater than one from γ, this agent (ai) becomes the one that

will be assigned to the goal (gi). The algorithm moves to the next agent and repeats the process until all agents

have been checked. The agent (γ.a) with the highest contribution score is assigned to the goal (gi). The algorithm

moves to the next goal and repeats the process until all goals are processed.

Proof. The time complexity of the attributes-enhanced algorithm is O(g × a× r × (c+ n)).

Let g be the number of goals for the input Wg, a be the number of agents for the input Wa, r be the number

of roles in the organization, c be the number of capabilities in the organization, and n be the number of attributes
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function reorganize(Wg, Wa)

g′ ← unassigned(Wg), λ← ∅
for each gi from g′ do
Wr ← achieves(gi), γ ← ∅
for each ai from Wa do

β ← ∅
for each ri from Wr do
α← goodness(ri, ai, gi)
if α > 0 and (β = ∅ or α > β.α) then

β ← 〈ri, ai, gi, α〉
end if

end for
if β 6= ∅ then
δ ← β.α
if δ < 1 then
δ ← δ × (assignments(β.a) + 1)− previous(β.a)

end if
if δ > γ.α then
γ ← 〈β.r, β.a, β.g, δ〉

end if
end if

end for
λ← λ ∪ 〈γ.r, γ.a, γ.g〉

end for
return λ

Figure 17. Pseudo Code – Attributes-Enhanced Algorithm

in the organization.

Computing the set of unassigned goals requires checking each goal to determine if it is assigned. Thus, the

unassigned() function takes Θ(g) time.

The first loop iterates through all unassigned goals. In the worst case, all goals from Wg are not assigned and

the loop takes O(g) time. The time complexity so far is O(g + g).

The achieves() function, which returns a set of roles (Wr), takes constant time, although the cardinality of

Wr varies. In the best case, every goal is achieved by 1 role; however, in the worst case, every goal can be achieved

by r roles. The time complexity remains unchanged.

The second loop iterates through every agent from Wa and thus, the time complexity for this loop is Θ(a). Since

the second loop occurs inside the first loop, the time complexity so far is O(g + (g × a)).

The third loop iterates through every role from Wr, which has a worst case cardinality of r. Thus, the loop

takes O(r). Since the third loops occurs inside the second loop, the time complexity so far is O(g + (g × (a× r))).

The goodness() function takes O(c + n) because every capability and attribute required by the role has to

be checked, which is c + n in the worst case as all the capabilities and attributes in the organization could be

required by a role. Since the goodness() function is called inside the third loop, the time complexity so far is
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O(g + (g × (a× (r × (c+ n))))).

Since the remaining pseudo code is constant time, the time complexity of the attributes-enhanced algorithm is

O(g + g × a× r × (c+ n)), or O(g × a× r × (c+ n))5.

The time complexity of the random, round robin, and greedy algorithms is O(g × a × r × c), while the time

complexity of the attributes-greedy and attributes-enhanced algorithms is O(g × a × r × (c + n)). Introducing

attributes to CzM increases the time complexity of the goodness function by an expected amount. Although the

time complexity of the attributes-enhanced algorithm is not affected by Equation (20), we expect that a general

approach will increase the time complexity but we are unsure of how much.

6 Related Work

In multirobot systems, Parker [17] states that there are three approaches to task allocation: bioinspired, orga-

nizational, and knowledge-based.

In bioinspired approaches, observations on animal behaviors are applied to multi-robot systems. The robots

are typically homogeneous and exists in large numbers (i.e., swarms). Individually, each robot possesses very

limited capability. However, when they are grouped together in large numbers and interact as a collective, a group-

level intelligent behaviour emerges. Because it is assumed that every robot has the ability to sense the relevant

information in their environment (i.e., stigmergy), communication among robots is reduced significantly. Even in

the situations when stigmergy is not available, robots only need to broadcast minimal information about their

state or environment. No task allocation communication occurs. A task is allocated when a robot senses that

a task needs to be performed and proceeds to perform it. Should a robot fail when performing a task, another

robot simply replaces the failed robot. By following this basic behavior, a collective of these robots can achieve

the overall system goal. Examples of bioinspired systems are [1, 11, 12, 13, 14, 18, 27, 29, 30].

Organizational approaches utilize organizational theory for task allocation in multi-robot systems. Robots in

these systems are typically heterogeneous as they can possess varying capabilities. Within the organizational

approaches are two approaches to task allocation: role-based and market-based. Role-based approaches employ

the use of roles to divide up the work that needs to be done. A role can consists of one or more tasks that

need to be completed. Robots then select, or are assigned, the roles that are best suited for them based on their

capabilities. Examples of role-based approaches are [26, 28]. Market-based approaches use principles and theories

of market economies to allow each robot to negotiate with other robots on which tasks they should perform. Robots

communicate with each other on the cost or utility of tasks and the tasks are then assigned to the robot with the

5The implementation of Equation (20) is constant time. However, we believe that the same results can be achieved in a generalized
way but we uncertain of the time complexity for the generalized way.
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lowest cost or highest utility. Examples of market-based approaches are M+ [2], Sold! [9], RACHNA [36] and others

[21, 22, 40].

Knowledge-based approaches share ontological or semantic information among the robots as the basis for task

allocation. Because the robots in knowledge-based approaches are typically heterogeneous, knowledge-based ap-

proaches tend to focus on sharing information about the robots’ capabilities with one another. Various techniques

have been applied to sharing the information. COBOS [8] uses a task suitability matrix for task allocation. The task

suitability matrix maintains the suitability of each robot for each task. The suitability of a robot is computed based

on the intrinsic abilities of the robot to the task and the extrinsic factors of the task. In ALLIANCE [16], every

robot contains a model of every other robot. This model contains information about the performance of the robots

and tasks-related information. These models are populated through observation. Robots then use these models

to determine which task(s) to perform. ASyMTRe [31] and ASyMTRe-D [32] captures the capabilities of robots

as schemas. Schemas are building-block type capabilities with inputs and outputs that are semantic information

types. By matching the inputs and outputs of schemas, a valid flow can be formed through various schemas in

completing tasks. Vig and Adams [35, 36] provide a heuristic-based task allocation algorithm for coalition forma-

tion, where each robot contains a capability vector. These vectors are then used in computing an optimal coalition

formation.

7 Future Work

The current setup of the CMS experiments focuses on one aspect of the CMS process: the reviewing of papers.

In our experiments, only the reviewing process is affected by the agent’s attributes; the stress, incentive, and

workload attributes determines how many papers an agent can review before becoming overburdened and these

attributes directly impact the quality of reviews produced by agents. What if the make decision goal, which

captures the process of accepting papers, is also affected by the attributes of agents? Is the attributes-enhanced

algorithm still the better algorithm (with respect to the other algorithms in this report) for making assignments

with respect to the make decision goal? Or would a different algorithm be required? Our hypothesis is that the

attributes-enhanced would still be the better algorithm and we are conducting additional experiments to show it.

Although the attributes-enhanced algorithm performs the best, it is not implemented in a general way as it

contains Equation (20), which is domain-specific. Equation (20) can be generalized without modifying CzM; what

we would do is to compute the change in overall score, which is the delta (∆). The ∆ can be computed by

comparing the overall score of the current set of assignments for a particular agent and the overall score of the

current set of assignments plus the new assignment. One way to compute the overall score is sum up the goodness

score for each assignment. We hypothesize that a higher ∆ is better, and so selecting the agent with the highest
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∆ would be the best choice. However, we are currently investigating if using a sum to compute overall score is

applicable across multiple domains or do some domains require a different way to compute overall score.

By capturing PMFs in CzM, we have an opportunity to predict the effect of performing various tasks. For

instance, PMFs can be used to prevent situations in which the only agent capable of completing task A is assigned

to task B, thus rendering the task A unachievable; one case that this situation can happen is because once the

agent completes task B, that agent would be too tired to complete task A. This can create a ripple effect that

eventually leads to the system failing to achieve the top-level goal as there are no longer agents left capable of

completing task A. Using PMFs in a predictive manner is something that will be explored once CzM is in a stable

state. However, prediction is more effective if we know the whole picture (in this case, all the goals that would

be in the system). Unfortunately, this is generally not the case; goal models that react to events by creating new

goals limit the ability to use PMFs to prevent system failures as the complete set of goals is not available ahead of

time. One way to tackle this issue would be to use probability and set the probability threshold to allow some use

of PMFs in prediction.

8 Conclusions

In conclusion, CzM extends OMACS to be able to capture information about the state of agents through the

attribute entity and PMFs through the performance function entity. The relationships (has, moderates, needs,

uses, utilized, and contains) provide the necessary structure so that task allocation algorithms can utilize this new

information. The results shown in § 4.3 and § 4.4 indicate that general algorithms can benefit from using this

information in the task allocation process. However, as shown in graphs in § 4.3 and § 4.4, having more information

is not necessarily beneficial and can sometimes be detrimental as this information needs to be considered in the

proper context. In addition, introducing attributes only increase the time complexity of the goodness function

from O(c) to O(c + n). This is but the first step towards integrating humans as part of the system; there are

other areas that needs to be explored. One area is the interface requirements to facilitate interactions between

computing systems and humans. Another area is to explore the notion of teamwork; how would computing systems

collaborate, cooperate, and coordinate with humans to achieve goals.
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